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Abstract
Due to its fast evolution, quantum computing is increasingly

becoming a software problem, one that requires particular

care because of the intrinsic peculiarities of quantum pro-

grams. Static analysis for quantum programs is still in its

infancy. It has produced both principled semantic techniques

and practical pattern-based linters, but the two are not con-

nected yet, resulting in limited adoption.

In this paper, we provide a concise presentation of the

current state of the art, identify the challenges for static

analysis of quantum programs, and propose a programmatic

research agenda to address them, pairing each challenge with

a concrete first step. Rather than surveying in depth existing

analyses, this paper argues that the current generation of

quantum static analysis tools is still missing the abstractions

and infrastructures that enabled the success of static analysis

for classical software. We identify these missing ingredients

and outline a research roadmap for the next generation of

quantum program analyzers.

CCS Concepts: • Software and its engineering→ Soft-
ware verification; Automated static analysis; • Com-
puter systems organization→ Quantum computing; •
Theory of computation → Program analysis.

Keywords: Quantum Computing, Static Analysis, Abstract

Interpretation, Abstract Domains, Code Smells, Linters
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1 Introduction
The evolution of quantum computing is finally starting to

leave experimental laboratories and enter the real world,

with a growing number of developers and diverse applica-

tions, which has led to the development of quantum pro-

gramming languages and frameworks, such as Qiskit [28],

Cirq [18], PennyLane [6], and Q# [46], as well as high-level

languages like Guppy [32], Silq [8], and Qrisp [42]. Quan-

tum computing companies generated more than $1 billion

in revenue worldwide in 2025, a figure expected to grow to

as much as $4.4 billion by 2028, with projections estimating

that quantum computing could deliver between $1.3 trillion

and $2.7 trillion in economic value to companies worldwide

by 2035 [44].

It is evident that, given the importance that this sector

will have, being capable of providing guarantees regarding

quantum applications will be an important advantage in

the market and will also improve the quality, safety, and

trustworthiness of quantum applications. Nevertheless, the

usage of static analysis for quantum computing is still largely

underexplored and sparingly adopted: these two aspects,

along with the potential impact of advancements in this area,

represent the core motivation for this paper.

The aim of this paper is to: (i) provide a concise presen-

tation of the current state of the art of quantum program

analysis; (ii) distill the main challenges that currently limit

its adoption; and (iii) propose motivated directions for the

future in the form of a research agenda, where each item

comes with a concrete first step.

Paper Structure. The paper is structured as follows. Sec-

tion 2 presents the state of the art of static analysis for

quantum programs, illustrating the two different existing

approaches. Section 3 digs deeper into quantum-specific

challenges for program analysis and their context. Section 4
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represents the core of the paper and, for each challenge pre-

sented in the previous section, proposes an agenda item with

actionable insights and proposed first steps. We discuss the

limitations of the agenda and the paper in Section 5, and the

paper is concluded by Section 6.

2 State of the Art
Quantum computing is evolving at a rapid pace and its anal-

ysis is becoming a software, hardware and infrastructure

problem. The field is witnessing a growing developer base

with diverse backgrounds (mathematics, physics, computer

science, etc.), and a plethora of frameworks each with its

own peculiarities. Among the most popular frameworks we

can find: Qiskit [28], a mature and widely adopted open-

source Python framework developed by IBM; PennyLane [6],

a Python framework specifically tailored for quantum ma-

chine learning and quantum chemistry; and Cirq [18], a

Python library developed by Google for writing, manipulat-

ing, and optimizing quantum circuits. While these frame-

works are laying the groundwork for a new generation of

quantum software, they are also introducing new, quantum-

specific bugs [38] that are invisible to classical tools, and

that can be extremely hard to detect and fix. A large-scale

analysis of issues in quantum software repositories found

that roughly a third of them are quantum-specific [47]. Some

tools have been proposed, but their maturity and applicabil-

ity are still limited, and they are not yet widely adopted by

the quantum community.

2.1 What Makes Quantum Programs Different
Quantum programs are different from classical ones in sev-

eral ways. First, quantum programs operate on qubits, which

can exist in a superposition of states: the state of an 𝑛-qubit

program is a unit vector |𝜓 ⟩ = ∑
𝑥∈{0,1}𝑛 𝛼𝑥 |𝑥⟩ in the Hilbert

space C2
𝑛

, described by exponentially many complex ampli-

tudes. For example the Bell state ( |00⟩+|11⟩)/
√
2 is a superpo-

sition of the two states |00⟩ and |11⟩, with equal amplitudes

1/
√
2, and no amplitude for the other two states |01⟩ and

|10⟩. Explicit state representations, exhaustive path enumer-

ation, and even concrete collecting semantics are therefore

intractable beyond toy examples. Second, the no-cloning the-

orem prevents unknown quantum states from being copied

because no unitary 𝑈 satisfies𝑈 ( |𝜓 ⟩ ⊗ |0⟩) = |𝜓 ⟩ ⊗ |𝜓 ⟩ for
every state |𝜓 ⟩, marking a fundamental difference from clas-

sical information: analyses must therefore treat quantum

variables as consumable resources, tracking usage rather

than value equality. Third, implicit measurement can occur

when a qubit is discarded, which can lead to unintentional

measurement and loss of information: dead code elimina-

tion, a usually safe optimization in classical programs, can

therefore have a big impact in quantum programs. Finally, en-

tanglement can create non-local correlations between qubits,

which can make it difficult to reason about the behavior

of the program: an entangled state, such as the Bell state

( |00⟩ + |11⟩)/
√
2, cannot be factored as a tensor product

|𝜓1⟩ ⊗ |𝜓2⟩ of the states of its qubits, so the state of an entan-

gled group does not allow for a meaningful and safe decom-

position. We refer the interested reader to [36] for a more

in-depth discussion of these concepts.

In Listing 1, we show a small Qiskit program containing

two silent issues: an operation performed after measurement

and a gate applied after transpilation. Since neither issue

raises an error or warning, they may be difficult to detect and

fix, highlighting the need for effective static analysis tools

that identify such problems in quantum programs before

execution.

Listing 1. A small Qiskit program with two silent issues.

1 from qiskit import QuantumCircuit , transpile
2 from qiskit_aer import AerSimulator
3 qc = QuantumCircuit (2)
4 qc.h(0)
5 qc.cx(0, 1)
6 qc.measure_all ()
7 qc.h(0) # Operation after measurement
8 backend = AerSimulator ()
9 transpiled_qc = transpile(qc, backend)
10 transpiled_qc.h(1) # Gate applied after

transpilation

2.2 Analyzing Quantum Programs
We notice that static analysis for quantum programs follows

two main tracks: the semantic track and the practical track.

A comprehensive technical survey of these approaches is

provided in [1]; here we deliberately keep the presentation

minimal and instead focus on the gap between principled

techniques and developer practice, providing an adoption

lens instead of a methodological one. In this paper we do

not cover deductive verification approaches, such as quan-

tum Hoare logic [33] and automated deductive verification

frameworks like Qbricks [12] or SQIR/VOQC [24, 25], nor

circuit equivalence checking tools like QCEC [10]. These ap-

proaches require user specifications or proofs, whereas our

focus is on push-button static analysis that can be applied

without extensive manual intervention. For a more compre-

hensive survey of these approaches, we refer the interested

reader to [13].

2.2.1 The Semantic Track. In this track, two main ap-

proaches can be identified, as noted in [1]:

• Flow-based analyses, closer in spirit to classical pro-

gram analysis, which employ dataflow analyses [4]

and type checkers [8, 15, 26].

• Domain-based analyses, rooted in quantum informa-

tion theory, which design abstract domains to reason

about properties of quantum programs and compu-

tation, typically within the Abstract Interpretation

framework [16]. Entanglement is the most studied
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property [3, 5, 40], but abstractions of the whole quan-

tum state during the computation have also been ex-

plored [9, 49].

Although these approaches provide strong formal guaran-

tees, the resulting analyzers are typically prototypes evalu-

ated on small benchmarks of textbook circuits and are not

yet widely adopted by the community.

2.2.2 The Practical Track. As opposed to the semantic

track, the practical track considers quantum software as a

whole, and it often relaxes some guarantees in favor of a

broader view. The proposed tools are usually bug-pattern

linters that can be used by developers to catch common bugs

and issues in their code, such as QChecker [50] (a tool per-

forming AST-based checks over Qiskit programs), LintQ [39]

(a set of ten analyses that detect likely bugs on Qiskit pro-

grams using CodeQL
1
), and QSmell [14] (a tool for executing

dynamic or static analyses to detect quantum-specific code

smells). These tools often seek a compromise between sound-

ness and usability, and they are designed to be easy to use

and to integrate into the development workflow. Moreover,

being tightly coupled to the frameworks they target, they

are exposed to the frameworks’ rapid evolution, which can

make them hard to maintain and keep up-to-date.

2.2.3 The Gap to be Bridged. The gap between the two

tracks above is evident: while the semantic track provides

strong guarantees, it is often limited to small benchmarks and

is not widely adopted by the community, while the practical

track is more developer-friendly but lacks formal guarantees

and can be affected by the rapid evolution of the frameworks.

This gap highlights the need for a middle ground that com-

bines the strengths of both tracks, providing lightweight,

semantics-aware, developer-facing analysis tools that can be

widely adopted by the community.

Moreover, many of the aspects that have contributed to

the success of classical static analysis are still missing in

the quantum domain, as will be discussed in the next para-

graphs. For instance, shared intermediate representations

(IRs) like LLVM have facilitated the development of a wide

range of analysis tools in classical computing, while QIR

is still marginally adopted for quantum analysis. Bench-

mark suites and competitions, such as SV-COMP [7] and

Defects4J [30], have provided a standardized way to evaluate

and compare classical analysis tools, whereas Bugs4Q [52]

suffers from reproducibility issues and lacks a comprehensive

benchmark suite. The culture of integrating linters into the

development workflow, exemplified by tools like pylint
2
and

ESLint
3
, has been instrumental in promoting best practices

in classical software development, while quantum analysis

tools remain largely standalone research prototypes. Finally,

1https://codeql.github.com/
2https://github.com/pylint-dev/pylint
3https://eslint.org/

industrial adoption stories, such as Astrée [17] at AIRBUS

and Infer [11] at Meta, have demonstrated the practical value

of classical static analysis in real-world settings, yet no simi-

lar success stories exist for quantum static analysis. These

gaps highlight the need for a community effort to develop

shared infrastructures and best practices that can support

the growth of quantum static analysis.

3 Challenges
In this section, we discuss the main challenges that arise in

the static analysis of quantum programs. These challenges

stem from the unique characteristics of quantum computa-

tion, the fragmented and fast-moving landscape of quantum

programming languages, and the limitations of existing anal-

ysis tools. Each challenge is presented with a brief explana-

tion of its implications and a pointer to the corresponding

agenda items that address it. For orthogonal quantum soft-

ware engineering challenges, we refer the reader to [34].

C1: Exponential State Spaces. The nature of quantum
computation (exponential state spaces, entanglement, and

superposition) makes it challenging to design static analysis

tools that can provide useful guarantees while remaining

computationally feasible: a pure state of 𝑛 qubits requires 2
𝑛

complex amplitudes, and a mixed state (density matrix) up to

4
𝑛 −1 real parameters, so any practical abstract domain must

inevitably trade precision for tractability. The existing ab-

stract domains often focus on specific properties of quantum

programs, but they struggle to capture the full complexity

of quantum states and operations. This limitation highlights

the need for new abstract domains that can effectively reason

about multiple properties simultaneously, while also being

able to handle non-Clifford gates and maintain precision

throughout the analysis.

C2: A Fragmented and Fast-Moving Language Land-
scape. Most of the analysis and tools are tied to specific

quantum programming languages or frameworks, which can

limit their applicability and adoption. The rapid evolution

of these languages and frameworks, along with the lack of

consensus on the appropriate level of abstraction for quan-

tum programming, further complicates the development of

static analysis tools. As a concrete example of the challenges

posted by the fast-moving landscape, Qiskit 1.0 (released

in February 2024) removed, renamed or deprecated signif-

icant parts of its public API, and similarly did Qiskit 2.0

when it was released in April 2025, about a year later. This

challenge highlights the need for language-agnostic analysis

techniques that can adapt to different quantum program-

ming paradigms and remain effective in the face of ongoing

changes in the quantum software landscape. The Quantum

Intermediate Representation (QIR)
4
is a promising step in

this direction, as it provides a common representation for

4https://github.com/qir-alliance/qir-spec
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quantum programs that can facilitate the development of

language-agnostic analysis tools. Similarly [31] proposes a

method to analyze quantum and classical computing code in

a unified representation. However, their usage is still limited

for analysis purposes, and further work is needed to fully

leverage their potential in this context.

C3: New Paradigms. While quantum computation has

been primarily focused on traditional quantum algorithms,

emerging paradigms such as quantum machine learning

might introduce new interesting abstractions and properties

that are not yet supported by existing static analysis tools.

These new paradigms require the development of novel ab-

stract domains and analysis techniques that can effectively

reason about the unique characteristics of quantum machine

learning models, such as parameterized circuits and hybrid

classical-quantum loops, as well as properties like noise re-

silience or quantum adversarial robustness. Empirical evi-

dence confirms that quantum machine learning frameworks

come with their own classes of defects [51], while early work

on the formal verification of variational quantum circuits [2]

addresses only a fraction of the properties of interest.

C4: A Broken Testing Loop. The probabilistic nature of
quantum computation, along with the destructive nature of

quantum measurements, and the impact of noise make it

difficult to validate the correctness of quantum programs

through traditional testing methods. Runtime approaches

such as statistical assertions [27] mitigate the problem only

partially, as they still rely on repeated executions. The is-

sue here lies in the concrete cost of testing: the number

of shots required to distinguish the observed output distri-

bution from the expected one might be prohibitively high,

especially for programs with a large number of qubits or

complex entanglement structures. The limitations of the test-

ing loop increase the importance of static analysis tools that

can provide sound guarantees about program behavior. How-

ever, it also presents a challenge in validating the analyses

themselves, as there is no straightforward way to confirm

their correctness through empirical testing.

C5: The Semantics Gap: Noise and Transpilation. The
behavior of quantum programs can be affected by various

factors, such as noise in the hardware and transformations

applied during transpilation [45]. These factors can introduce

discrepancies between the intended semantics of a program

and its actual execution, which can lead to unexpected bugs

and issues depending on which version has been executed

and, similarly, analyzed. This challenge emphasizes the need

for static analysis tools that can account for these discrepan-

cies and provide sound guarantees about program behavior,

even in the presence of noise and transpilation effects.

C6: LLM-Generated Quantum Code. Although Large

Language Models (LLMs) have shown promise in generating

code for various programming languages, their performance

in generating quantum code is still limited [48]. The scarcity

of training data, the rapid evolution of quantum program-

ming languages and APIs, and the unintuitive semantics of

quantum computation contribute to the challenges faced by

LLMs in this domain. As a result, LLM-generated quantum

code may contain subtle bugs that are difficult to detect using

traditional testing methods, further highlighting the need for

robust static analysis tools that can help developers identify

and address these issues and prove the correctness of the

generated code.

C7: No Common Ground for Evaluation. Whereas for

classical software there exist large and well-curated datasets

of bugs and benchmarks for evaluating static analysis tools,

the quantum software community lacks such resources. The

limited availability of bug datasets such as [52], which nonethe-

less suffers important reproducibility issues [37], and the

absence of standardized evaluation frameworks make it dif-

ficult to assess the effectiveness of static analysis tools and

compare their performance. This challenge underscores the

need for the development of common evaluation benchmarks

and property exchange formats that can facilitate the assess-

ment and comparison of different static analysis approaches

in the quantum domain.

C8: Heterogeneous Developer Backgrounds. Similarly

to the background of many developers in the data science

and machine learning communities, quantum software de-

velopers often come from diverse backgrounds, including

physics, chemistry, and mathematics, with varying levels of

experience in software engineering. This heterogeneity is

one of the reasons of the success of quantum computing on

one hand but the possibile cause of mistakes and incompre-

hensions on the other. Likewise, quantum software devel-

opment often relies on notebook interactive development

environments (e.g., Jupyter) because the ease the prototyping

phase, but introduces challenges as the possibility of running

instructions in a non-sequential order.

4 Research Opportunities
In the previous section, we outlined the main challenges

that arise in the static analysis of quantum programs. In this

section, we present a research agenda that addresses these

challenges and outlines potential directions for future work.

Each agenda item is designed to tackle specific challenges

and proposes a first doable step to advance the state of the

art in quantum program analysis.

A1: The Missing Abstract Domains [C1, C3, C5]. Not
many abstract domains have been proposed for quantum

programs, and those that exist often focus on specific prop-

erties, such as entanglement [3, 5, 40]. To address this gap,

we propose the development of new abstract domains that

can capture a wider range of properties and relationships in

quantum programs. This includes relational domains that
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connect classical and quantum variables in hybrid programs,

phase/amplitude information beyond Clifford gates, reduced

products of entanglement and value domains, widening oper-

ators for measurement-guarded loops, and noise-parametric

domains where transformers carry an error budget. More-

over, new specific domains related to quantum machine

learning will be needed to reason about specific properties

of those models. A first step in this direction would be to

develop a reduced product 𝐷𝐸 ⊗ 𝐷𝑁 of an existing entan-

glement domain 𝐷𝐸 with a classical numerical domain 𝐷𝑁

over the shared measurement variables, and evaluate it on

Variational Quantum Algorithm (VQA)-style loops.

A2: A High-Level Semantic Linter for Quantum Pro-
gramming [C4, C6, C8]. As shown in Section 2, there exists
a gap between the semantic track and the practical one. To

bridge this space, we suggest exploring a high-level linter

for the analysis of quantum programs grounded in formal

guarantees to be used when testing is not enough. Similarly

to what was done in other fields, for example Pyra [20–22]

and flowR [43] for data science, the idea is to abstractly rea-

son on quantum programs (for example by inferring abstract

quantum datatypes), running checkers on top of the analysis

and raising warnings along with their cause and possible

mitigation. This would differ in nature from most of the ap-

proaches presented in the practical track because it would

be based on abstract domains rather than pattern recogni-

tion. A first step for the future would be creating a validated

catalog of quantum code smells beyond [14], assembled by

mining public quantum projects, studying best practices and

interacting with quantum scientists.

A3: New Paradigms and Generalizability [C2, C3]. As
detailed before, quantumprograms are often hybrid in nature,

especially with new chemical and machine learning applica-

tions; nevertheless, they are usually targeted only in their

quantum nature. To mitigate this aspect, we propose treating

them as a whole: propagating and computing both quantum

and classical information. Moreover, the language-analyzer

coupling is now limiting and generalizable approaches such

as QIR are not yet widely adopted, thereforewe suggest an ap-

proach similar to LiSA [35], a generic framework where mod-

ular multilanguage static analyses can be defined through

the abstract interpretation theory, using different frontends

to obtain a uniform representation and language-specific

semantics, while exploiting the common features of the anal-

ysis. A first step in this direction would be integrating a QIR

frontend in LiSA and using it to analyze a simple hybrid

program, such as a Variational Quantum Algorithm (VQA),

with a classical domain and an entanglement domain. We

prioritize QIR because, being LLVM-based, it represents clas-

sical control flow natively, meaning that hybrid programs

require not too much work, and because it is designed as a

cross-vendor target.

A4: Analyses Placed Along the Compilation Pipeline
[C5]. Some properties of quantum programs are meaningful

only at specific stages of the compilation pipeline. Before

transpilation, analyses can capture high-level intent (e.g.,

algorithmic structure and code smells), while after transpi-

lation the same program exposes low-level properties (e.g.,

gate counts, depth, routing overhead, and hardware-aware

entanglement) that are invisible earlier. This motivates anal-

ysis placement: for each property, we should identify (i)

the earliest stage where checking is sound and (ii) the stage

where information is most precise and actionable. A concrete

first step is to pick one property (for instance, an entangle-

ment abstraction), one widely used transpilation pass (e.g.,

basis-gate rewriting or qubit routing), and then characterize

three outcomes: what is preserved exactly, what is safely

weakened, and what must be recomputed.

A5: Static Analysis in the LLM Loop [C6]. As discussed
in the previous section, LLMs are still far from being capable

of generating correct complete quantum programs. Never-

theless, many papers such as [19, 29] have shown how the

combination of static analyzers and LLMs could improve

code generation. This research item is bidirectional: first,

the analyzer’s feedback could be used in the generate-check-

repair loop to improve LLM-based quantum program gen-

eration, both in inference and training; conversely, an LLM

rooted in quantum information, for example when coupled

with a RAG, could be used to propose candidate smells and

fixes, possibly coupled with a semantic-based linter. A first

step in this direction would be running existing analyzers on

the few available benchmarks to assess how many programs

deemed correct by tests still violate semantic checks. Con-

cretely, at inference time analyzer warnings, together with

their cause and suggested mitigation, are fed back as struc-

tured context within a generate-check-repair loop, while at

training time analyzer verdicts act as an additional reward

or filtering signal on top of executable tests.

A6: Shared Corpora, Properties, and a Friendly Com-
petition [C4, C7, C8]. One of the strengths of popular lan-
guages such as Python is the valuable community material.

In quantum computing, a shared curated corpus of real-world

analyzable quantum programs annotated with known issues

along with a sharable notation format is still missing. To

fill this gap, we call for a shared community effort in con-

solidating and validating existing benchmarks and, more

importantly, in creating new shared benchmarks and posi-

tive competition in a similar manner to SV-COMP [7]. A first

step in this direction would be the definition of a minimal

property exchange format, e.g. a JSON or YAML file record-

ing the logical-to-physical qubit mapping, the entanglement

partition, and the probability a tool claims at a given pipeline

stage.
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Table 1. Summary of the proposed research agenda for quan-

tum program analysis: each item lists its description and the

first actionable step.

Item Description First Step
A1 Missing ab-

stract domains

Combine an entanglement domain

with a classical numerical domain

over shared measurement variables;

evaluate on VQA-style loops.

A2 High-level

semantic linter

for quantum

programming

Build a validated catalog of quantum

code smells beyond [14] by mining

public projects, best practices, and

feedback from quantum scientists.

A3 New

paradigms

and generaliz-

ability

Integrate a QIR frontend in LiSA and

analyze a simple hybrid program

with classical and entanglement do-

mains.

A4 Analyses along

the compila-

tion pipeline

Track one property across a standard

transpilation pass and characterize

what survives.

A5 Static analysis

in the LLM

loop

Run existing analyzers on available

benchmarks to measure how many

test-passing programs still violate

semantic checks and adopt a repair

loop.

A6 Shared corpora

and competi-

tion

Consolidate and validate bench-

marks, then create shared bench-

marks and friendly competition in

the style of SV-COMP [7].

5 Constraints and Limitations
Due to the intrinsic nature of quantum computation, static

analysis of quantum programs faces several constraints and

limitations. First, as in the classical setting, no static analysis

can be both sound and complete for non-trivial semantic

properties; quantum programs inherit this limitation from

their classical host languages. Second, the precision/cost

trade-offs are harsher than in classical static analysis. Third,

the state of quantum computing, now still largely in the

Noisy Intermediate-Scale Quantum (NISQ) [41] stage, makes

it almost impossible to reason only statically about quan-

tum programs, as noise and hardware drift ultimately escape

purely static reasoning. Finally, turning to the present pa-

per, each research agenda item is presented independently,

although we highlight their interconnections, so progress

might be uneven. Moreover, this agenda is deliberately pro-

grammatic: no prototype or feasibility study accompanies it,

and the technical proposals are sketched rather than devel-

oped. In addition, in this paper we focus on static analysis

for quantum programs, while the usage of quantum com-

puting for static analysis is left out of scope. Nevertheless,

we refer the interested reader to preliminary work in this

direction [23].

6 Conclusions
In this paper, we provided an overview of the existing state

of the art for quantum program analysis: two different ap-

proaches exist, but there is a gap between them and they do

not entirely address all the peculiarities of quantum comput-

ing. To address this issue, we propose the research agenda

presented in Section 4, which is designed to tackle the chal-

lenges identified in Section 3 and to advance the state of the

art in quantum program analysis. For each item, we provide

a brief description and a concrete first step that can be taken

to make progress in that area, as summarized in Table 1.

The idea is not only to provide a roadmap for future re-

search in quantum program analysis, but to make it action-

able and concrete.
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