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Abstract
R is a dynamically typed, vector-oriented language widely
used for data analysis. Its vector semantics, including au-
tomatic type coercion, recycling, and flexible selection, are
pervasive, non-trivial, and deeply intertwined with the se-
mantics of virtually every R operation. The complexity and
counter-intuitive nature of this semantics make static reason-
ing about R programs particularly challenging, and existing
tools offer only shallow analyses that fall short of reasoning
about R vector-manipulating programs.

In this paper, we present a parametric abstract domain for
R vectors, defined over 𝜇𝑅, a core calculus we design to cap-
ture the important vector operations in R. An abstract vector
simultaneously captures the possible lengths of the vector,
the values of its elements, and its potential attributes. The do-
main is parametric in the element abstract domain.We define
abstract operators for all 𝜇𝑅 operations and equip the domain
with a widening operator to ensure termination. We imple-
ment the domain on top of flowR, a static analysis framework
for R, and evaluate it on a suite of 61 handcrafted programs
covering six categories of vector operations, demonstrating
the feasibility and precision of the approach.

CCS Concepts: • Software and its engineering → Au-
tomated static analysis; • Theory of computation →
Program analysis.

Keywords: Abstract interpretation, Static analysis, R, Vec-
tors, Abstract domains
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1 Introduction
R is a dynamically typed, interpreted language originally
designed for statistical computing [14]. It is now widely
adopted in data science and social science, backed by a rich
ecosystem and a large community of researchers and prac-
titioners. R’s dynamic nature makes programs notoriously
difficult to analyze statically [12, 17]. The language combines
dynamic typing, lazy evaluation with observable side effects,
first-class environments, reflective meta-programming, and
copy-on-modify value semantics. Variables are untyped and
may change both their type and structure at any point.
At the heart of R’s challenges for static analyzers lies its

vector-centric data model. Unlike most languages, R has no
scalar type and treats essentially every value as an atomic
vector. For instance, constants like TRUE or 3.14 are vectors
of length one. Higher-level structures such as matrices or
dataframes are vectors with special attributes. Beyond their
ubiquity, vectors have first-order, non-trivial, data-sensitive,
and often counter-intuitive semantics, such as vector re-
cycling, which repeats the shorter vector in a vectorized
operation until it matches the other’s length. For these rea-
sons, any static analysis for R must have a sound and precise
vector abstraction.

In this paper, we present a parametric abstract domain for
R vectors. To isolate the challenges of R’s vector semantics,
we first define a small but expressive core calculus for R,
called 𝜇𝑅, that captures the important vector manipulation
operations in the language (Section 2). We then define our
abstract domain on top of 𝜇𝑅, tracking a vector’s length, the
values of its individual elements up to a statically determined
sequence, a summary for the remaining positions, and its
possible attributes (Section 3). The domain is parametric in
the element abstract domain: any domain providing arith-
metic, comparison, and logical operations over scalar values
can be plugged in, making the construction reusable across
different contexts. We further implement a proof-of-concept
analysis on top of flowR [17], using its control-flow graph
as the program representation, instantiate our domain with
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an interval domain for numeric values, and conduct an em-
pirical evaluation on a suite of systematically handcrafted
𝜇𝑅 programs that cover all formalized features (Section 4).
For each test case, we verify that the abstract result soundly
over-approximates the concrete R semantics and remains
precise enough.

Related Work. Static analysis support for R is limited:
flowR [17] derives dataflow graphs for slicing, call-graph
analysis, and linting, informed by empirical studies of com-
mon R idioms [16], but, like other approaches to R [10, 15],
does not construct an abstract domain for R’s vectors and
hence fails to compute most value-level properties.
Abstract interpretation has instead been applied more

extensively to other dynamic languages: TAJS and JSAI [8, 9]
model JavaScript’s prototype chains and dynamically created
properties, andMonat et al. [11] develop abstract domains for
Python’s lists and dictionaries within the Mopsa framework.
These works, however, target heterogeneous, string-indexed
objects and dictionaries, unlike R’s homogeneous vectors.
Closer to our setting, domains for dynamically-sized col-

lections include the FunArray parametric segmentation func-
tor [4], which partitions arrays into segments with uniform
abstractions, and the sequence domain of Giet et al. [6],
which tracks length, extremal values, and sortedness. Fu-
nArray’s uniform segments carry no per-position values, yet
R’s recycling re-indexes the shorter operand. To apply recy-
cling, FunArray should unroll every position into a singleton
segment, defeating segmentation, or summarize and lose
exact per-position facts. Giet et al.’s domain is ill-suited for
a similar reason: it tracks whole-sequence properties rather
than per-position values, yet recycling needs per-position
values and does not preserve sortedness. Our domain tracks
known content position-by-position and absorbs the remain-
ing elements, if any, in the summary, recovering such facts
exactly. Most directly relevant, [13] and [5] model dataframe
transformations. However, none of these approaches address
R’s vector semantics, which motivates the domain presented
in Section 3.

2 The 𝜇𝑅 Core Calculus
2.1 R Vector Behaviors
R is a vector-oriented language. Atomic vectors are the core
runtime values, and even individual Booleans, integers, and
floating-point constants are vectors of length one, while NULL
denotes the empty vector of length zero [18]. The vector
constructor c() assembles its arguments into a single vector,
integer literals carry an L suffix (e.g., 2L), and vectors are
1-indexed. Consider the following simple R program:
1 x <- c(TRUE , 2L, 3.0)

2 y <- x + c(10, 20)

3 z <- y[c(TRUE , FALSE , NA)]

4 z[c(2, 4)] <- c(50, 100)

Type coercion. R enforces type homogeneity within atomic
vectors via implicit coercion, promoting elements to the least
upper bound type under Bool ≺ Int ≺ Float. At line 1,
TRUE and 2L, an R integer literal, are silently promoted to
Float, yielding [1.0, 2.0, 3.0]. Recycling. Vectorized opera-
tions cyclically repeat their shorter operands to match the
longest one, a mechanism called recycling. In our example,
line 2 adds a length-2 vector to a length-3 vector: c(10, 20)
is recycled to [10, 20, 10], producing [11.0, 22.0, 13.0]. Miss-
ing values and attributes. NA propagates through operations
(line 3: NA in the mask yields [11.0,NA], and after line 4,
z is [11.0, 50.0,NA, 100.0]). Beyond data, vectors can carry
named attributes (e.g., names, dim, class) that govern R’s
S3 function dispatch [18] and how vectors are interpreted
and interact. For brevity, we focus on default methods for
atomic vectors without attributes that might override the
semantics of the operators we model. We do, however, track
the presence of attributes in our abstract domain (Section 3).

2.2 Concrete Semantics
We define 𝜇𝑅, a core calculus that captures R’s fundamen-
tal vector operations while abstracting away environments,
promises, and lazy evaluation. We omit 𝜇𝑅’s control-flow
constructs (loops and conditionals) here for brevity, as they
are orthogonal to the vector-domain analysis that is the fo-
cus of this paper. Figure 1 summarizes the syntax. Explicit
vector creation occurs via c() with zero or more arguments.
For subsetting, we focus on [ to select multiple items and [[
to extract a single item, which we treat as [ restricted to a
single positive index. 𝜇𝑅 does not model the $ operator, since
we do not handle name-sensitive access. Binary operations
(arithmetic, comparison, logical) are vectorized and coerce
to a common type. Attribute manipulation is captured by
setAttr and getAttr.

Semantic domain. Wemodel a vector 𝑣 as a pair (data,A)
where data : N∗ → VAtm is a total function mapping positive
natural numbers to atomic values, and A ∈ ℘(String) is the
set of known attributes. We write [𝑐1, . . . , 𝑐𝑛]𝐴 to denote a
vector whose data component maps each position 𝑖 ∈ [1, 𝑛]
to 𝑐𝑖 and all 𝑖 > 𝑛 to Null, and whose attribute set is𝐴. When
𝐴 = ∅ (i.e., the vector has no special attributes of interest)
we write [𝑐1, . . . , 𝑐𝑛].

The use of Null (not NA) for positions beyond the vector’s
length distinguishes out-of-bounds access from legitimate
NA elements. The active domain of 𝑣 is dom(𝑣) def

= {𝑖 ∈
N∗ | 𝑣 (𝑖) ≠ Null}, and its length is |𝑣 | def

= |dom(𝑣) |. The
empty vector is [ ], the constant function returning Null
everywhere.
Concrete states are partial functions E : Var ⇀ V . The

denotational semantics has signature EJEK : E →
(
E× (V∪

℘(String))
)
. Since 𝜇𝑅 supports assignments with side effects,

the semantics returns a modified state alongside the resulting
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E F Atm | ⊲E
| E1⋄arithE2 | E1⋄comE2 | E1⋄logE2
| c() | c(E1, . . . ,En)
| Var <- E
| Var[Eidx] | Var[[Eidx]]
| Var[Eidx] <- E
| Var[[Eidx]] <- E
| setAttr(Var,{Str1, . . . ,Strn})
| getAttr(Var)

Eidx F 𝜀 | E
Atm F Var | Float | Int | Bool | NULL
Bool F TRUE | FALSE | NA
⋄arith F + | - | * | /
⋄com F > | < | == | != | <= | >=
⋄log F & | |
⊲ F ! | -

Figure 1. The syntax of 𝜇𝑅. It includes production rules
for atoms, unary operations, arithmetic, comparison, and
logical operations, assignments, vector construction using c,
subsetting, extraction, and attribute manipulation functions.

value, as formalized in Table 1. We now define the auxiliary
operators that model R’s vector semantics.

Type coercion. We define the set of atomic types T =

{Bool, Int, Float}with the total order Bool ≺ Int ≺ Float.
The type of a vector is obtained via 𝜏 : V → T . Oper-
ations involving heterogeneous operands implicitly coerce
elements to their least upper bound type, denoted 𝜏1⊔𝜏2 (e.g.,
Bool⊔ Int = Int). The function Cast : V×T → V applies
this coercion. In particular, Cast(𝑣, 𝑡) casts each element of
𝑣 to type 𝑡 , and preserves the vector’s attributes. We denote
by VInt , VBool , and VFloat the sets of integer, Boolean, and
floating-point vectors, respectively.

Flattening. The binary operator ⊕ : V ×V → V con-
catenates two vectors while coercing elements to their com-
mon type and preserving only the “names” attribute:

[ ] ⊕ 𝑥 = 𝑥 ⊕ [ ] def
= [𝑥1, . . . , 𝑥𝑛]𝐴∩{“names”}

𝑥 ⊕ 𝑦 def
= [𝑥 ′1, . . . , 𝑥 ′𝑚, 𝑦′1, . . . , 𝑦′𝑛] (𝐴′

1∪𝐴′
2 )∩{“names”}

where 𝑡 = 𝜏 (𝑥) ⊔ 𝜏 (𝑦), 𝑥 ′ = [𝑥 ′1, . . . , 𝑥 ′𝑚]𝐴′
1
= Cast(𝑥, 𝑡), and

𝑦′ = [𝑦′1, . . . , 𝑦′𝑛]𝐴′
2
= Cast(𝑦, 𝑡). By abuse of notation, we

use ⊕ to concatenate data components as well.

Recycling. Binary operations and logical selection masks
both apply R’s recycling mechanism to align vectors of dif-
ferent lengths. The function Recycle : V × V → V × V
determines the target length𝑚 =max( |𝑥 |, |𝑦 |) and delegates

data extension to 𝜌𝑐 :

Recycle( [ ], 𝑥) =Recycle(𝑥, [ ]) def
= ( [ ], [ ])

Recycle(𝑥,𝑦) def
=

(
(𝜌𝑐 (𝑥 ′ .data,𝑚), 𝑥 ′ .A),
(𝜌𝑐 (𝑦′ .data,𝑚), 𝑦′ .A)

)
where 𝑡 = 𝜏 (𝑥) ⊔ 𝜏 (𝑦), 𝑥 ′ = Cast(𝑥, 𝑡), 𝑦′ = Cast(𝑦, 𝑡). The
core recycling function 𝜌𝑐 : (N∗ → VAtm × N∗) → (N∗ →
VAtm) repeats the data component to reach the target length:

𝜌𝑐 (𝑥, 𝑙)
def
= [𝑥1, . . . , 𝑥𝑛] ⊕ · · · ⊕ [𝑥1, . . . , 𝑥𝑛]︸                                    ︷︷                                    ︸

⌊𝑙/𝑛⌋ times

⊕ [𝑥1, . . . , 𝑥𝑟 ]︸       ︷︷       ︸
𝑙 mod 𝑛 elements

For example, Recycle( [1, 2], [3, 4, 5]) = ( [1, 2, 1], [3, 4, 5]).

Selection. The function Select : V ×VInt ⇀ V models
the [ operator under three index types. In all cases, the re-
turn type is the type of the data vector: 1. Positive indexing
extracts elements at specified positions. Out-of-bounds in-
dices produce NA, and index 0 contributes nothing to the
result. The indices themselves may contain NA, which yields
NA at the corresponding output position. 2. Negative in-
dexing returns the data vector with the indexed positions
excluded. All indices must be strictly non-positive. 3. Log-
ical indexing uses a Boolean mask recycled to the maxi-
mum length between the selector and content vectors. Po-
sitions where the mask is True are kept, False are dropped,
and NA in the mask produces NA in the output. For in-
stance, given 𝑣 = [10, 20, 30, 40]: Select(𝑣, [2, 5]) = [20,NA],
Select(𝑣, [−1,−3]) = [20, 40], and Select(𝑣, [True, False]) =
[10, 30]. The formal subcase definitions are given in the ap-
pendix.

Update. The functionUpdate : V×VInt×V ⇀ V models
assignment to vector elements, based on index type: 1. Posi-
tive indexing overwrites elements at specified positions. If
the assignment positions exceed the original length, the vec-
tor is extended and intermediate positions are filled with NA.
The replacement values are recycled to match the number of
valid (non-zero) indices. 2. Negative indexing updates all
positions except the excluded ones. The length of the target
vector is invariant. Replacement values are recycled to cover
the number of updated positions. 3. Logical indexing uses a
Boolean mask recycled to the maximum length between the
selector and content vectors. True positions are overwritten.
As in the positive case, the vector may be extended if the
mask is longer than the original vector. For instance, given
𝑣 = [10, 20, 30]: Update(𝑣, [5], [99]) = [10, 20, 30,NA, 99],
Update(𝑣, [−2], [5]) = [5, 20, 5], andUpdate(𝑣, [True, False],
[0]) = [0, 20, 0]. The formal subcase definitions are given in
the appendix.

Expression semantics. Table 1 defines the denotational
semantics of 𝜇𝑅 expressions. We treat [[ like [ restricted
to a single positive index and omit the separate [[ rows.
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The helper functions ToBool, ToBool, and ToNum (which
map atomic values to Booleans and numbers) are elided for
brevity. Their definitions are in the appendix.

Table 1. Concrete semantics of 𝜇𝑅 expressions.

EJEK : E →
(
E × (V ∪ ℘(String))

)
where x ∈ Var, a ∈ Atm, e ∈ E, s ∈ Str

EJaK𝜌 def
=


(𝜌, 𝜌 (a)) if a ∈ Var
(𝜌, [a]) if a ∈ Float ∪ Int ∪ Bool
(𝜌, [ ]) if a ≡ NULL

EJ-eK𝜌 def
= (𝜌 ′, [−ToNum(𝑐1), . . . ,−ToNum(𝑐𝑘 )])

where (𝜌 ′, [𝑐1, . . . , 𝑐𝑘 ]) = EJeK𝜌

EJ!eK𝜌 def
= (𝜌 ′, [ToBool(𝑐1), . . . , ToBool(𝑐𝑘 )])

where (𝜌 ′, [𝑐1, . . . , 𝑐𝑘 ]) = EJeK𝜌

EJe1 ⋄ e2K𝜌
def
= (𝜌2, 𝑣 ′1 ⋄ 𝑣 ′2)

where (𝜌1, 𝑣1) = EJe1K𝜌, (𝜌2, 𝑣2) = EJe2K𝜌1
(𝑣 ′1, 𝑣 ′2) = Recycle(𝑣1, 𝑣2), ⋄ ∈ {⋄arith,⋄rel,⋄log}

EJx <- eK𝜌 def
= (𝜌 ′ [x ↦→ 𝑣], 𝑣) where (𝜌 ′, 𝑣) = EJeK𝜌

EJx[ ] <- eK𝜌 def
= (𝜌 ′ [x ↦→ 𝑣 ′], 𝑣 ′)

where (𝜌 ′, 𝑣) = EJeK𝜌, 𝑣 ′ = 𝜌𝑐 (𝑣, |𝜌 ′ (x) |)

EJx[eidx] <- eK𝜌0
def
= (𝜌3, 𝜌3 (x))

where (𝜌1, 𝑣) = EJeK𝜌0, (𝜌2, 𝑣idx) = EJeidxK𝜌1,
𝜌3 = 𝜌2 [x ↦→ Update(𝜌2 (x), 𝑣idx, 𝑣)]

EJc()K𝜌 def
= (𝜌, [ ])

EJc(e1, . . . ,en)K𝜌0
def
= (𝜌𝑛, 𝑣1 ⊕ · · · ⊕ 𝑣𝑛)

where (𝜌𝑖 , 𝑣𝑖 ) = EJeiK𝜌𝑖−1, 1 ≤ 𝑖 ≤ 𝑛

EJx[ ]K𝜌 def
= EJxK𝜌

EJx[eidx]K𝜌
def
= (𝜌 ′, Select(𝜌 ′ (x), 𝑣idx))

where (𝜌 ′, 𝑣idx) = EJeidxK𝜌

EJgetAttr(x)K𝜌 def
= (𝜌,A) where (𝑐,A) = EJxK𝜌

EJsetAttr(x,{s1, . . . ,sn})K𝜌
def
= (𝜌 [x ↦→ 𝑣 ′], 𝑣 ′)

where (𝑐,A) = EJxK𝜌, 𝑣 ′ =
(
𝑐, {s1, . . . , sn}

)
3 An Abstract Domain for 𝜇𝑅 Vectors
Wepresent a non-relational value analysis approximating the
vector-based semantics of Section 2. The abstract domain
is parametric in the element domain and captures vector
length, element values, and attributes.

Full formal definitions are given in the appendix; the sum-
maries below elide some cases for brevity. Soundness is
proved for the recycling and positive-selection abstractions.
The structural results on the order, widening, and concretiza-
tion are also proved. The remaining operators are validated
empirically (Section 4).

3.1 Prerequisites
We consider three underlying lattices. The length domain
is a positive integer interval lattice ⟨Itv0, ⊑Itv0 ,⊔Itv0 ,⊓Itv0 ,

⊥Itv0 ,⊤Itv0⟩. The content domain ⟨B♯, ⊑B♯ ,⊔B♯ ,⊓B♯ ,⊥B♯ ,

⊤B♯ ⟩ is parametric: any abstract domain which approxi-
mates ℘(VAtm) can be plugged in, provided it supplies arith-
metic, comparison, and logical operations. The abstraction
function 𝛼B♯ : VAtm → B♯ maps concrete literals to their
best abstract representation. The attribute domain (follow-
ing [2]) is 𝐴𝑡𝑡𝑟 ♯ = {(MustHave,MayHave) ∈ ℘(𝐴𝑡𝑡𝑟 ) ×
℘(𝐴𝑡𝑡𝑟 ) | MustHave ⊆ MayHave} ∪ {⊥𝐴𝑡𝑡𝑟 ♯ } where𝐴𝑡𝑡𝑟 =
{names, dim, class, other}. TheMustHave component cap-
tures attributes definitely present, and MayHave captures
those possibly present. The partial order is (MustHave1,
MayHave1) ⊑𝐴𝑡𝑡𝑟 ♯ (MustHave2,MayHave2) iff MustHave2
⊆ MustHave1∧MayHave1 ⊆ MayHave2, with⊥𝐴𝑡𝑡𝑟 ♯ below
all. Key elements are: AttrEmpty

def
= (∅, ∅), AttrFull def= (𝐴𝑡𝑡𝑟,

𝐴𝑡𝑡𝑟 ) and ⊤𝐴𝑡𝑡𝑟 ♯
def
= (∅, 𝐴𝑡𝑡𝑟 ).

3.2 The Domain
An abstract vector 𝜈 is a 4-tuple 𝜈 = ( [𝑙, 𝑢], p, 𝑠, 𝑎), where
[𝑙, 𝑢] ∈ Itv0 approximates the length, p = ⟨𝑝1 . . . 𝑝𝑘⟩ ∈ B♯∗

stores known element abstractions for the first 𝑘 positions,
𝑠 ∈ B♯ is a summary approximating all positions beyond
p, and 𝑎 ∈ 𝐴𝑡𝑡𝑟 ♯ approximates the attribute set. When the
upper bound is finite, the known content spans the whole
length (𝑢 = |p|) and the summary is inactive (𝑠 = ⊥B♯ );
only when 𝑢 = +∞ does the summary abstract the positions
beyond p. The raw domain is:

Ṽ♯

B
def
=


( [𝑙, 𝑢], p, 𝑠, 𝑎)

����������
[𝑙, 𝑢] ∈ Itv0, p ∈ B♯∗,

𝑠 ∈ B♯, 𝑎 ∈ 𝐴𝑡𝑡𝑟 ♯,
𝑙 ≤ |p| ≤ 𝑢,
(𝑢 ≠ +∞ =⇒ 𝑠 = ⊥B♯ ∧ 𝑢 = |p|)


.

We define an equivalence relation ≡ on Ṽ♯

B : 𝜈1 ≡ 𝜈2 iff
they agree on 𝐿, 𝑠 , 𝑎, and on the known content up to the
shorter sequence’s length, with all trailing positions of the
longer sequence equal to its summary. The abstract domain
is the set of equivalence classes:

V♯

B
def
= {[𝜈]≡ | 𝜈 ∈ Ṽ♯

B} ∪ {⊥V♯

B
,⊤V♯

B
}.

Each class has a minimum representative 𝜈↓, obtained by
removing trailing positions of p equal to 𝑠 while keeping
at least 𝑙 positions. By convention, 𝜈 ∈ V♯

B denotes the
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class represented by 𝜈↓. All operators defined below are well-
defined on equivalence classes, i.e., independent of the choice
of representative.
The lattice is DV♯

B
= ⟨V♯

B, ⊑V♯

B
,⊔V♯

B
,⊓V♯

B
,⊥V♯

B
,⊤V♯

B
⟩

where⊥V♯

B

def
= (⊥Itv0 , 𝜀,⊥B♯ ,⊥𝐴𝑡𝑡𝑟 ♯ ),⊤V♯

B

def
= (⊤Itv0 , 𝜀,⊤B♯ ,

⊤𝐴𝑡𝑡𝑟 ♯ ), and 𝜀 denotes the empty sequence. The abstraction
of the empty vector differs from ⊥V♯

B
in its length and at-

tributes: [ ]V♯

B

def
= ( [0, 0], 𝜀,⊥B♯ ,AttrEmpty). Throughout

the paper, we use p to denote the entire known content
sequence, and 𝑝𝑖 (or 𝑝𝜈,𝑖 when referring to a specific vec-
tor 𝜈) to denote the abstract value at position 𝑖 within that
sequence. When multiple vectors are in scope, we write
p1 = ⟨𝑝1,1 . . . 𝑝1,𝑘1⟩ and p2 = ⟨𝑝2,1 . . . 𝑝2,𝑘2⟩.

3.3 Lattice Operations
Partial order. 𝜈1 ⊑V♯

B
𝜈2 iff 𝐿1 ⊑Itv0 𝐿2 ∧ 𝑠1 ⊑B♯ 𝑠2 ∧

𝑎1 ⊑𝐴𝑡𝑡𝑟 ♯ 𝑎2∧𝐾 (𝜈1, 𝜈2), where𝐾 (𝜈1, 𝜈2) requires∀𝑖 ∈ [1, 𝑘1] :
𝑝1,𝑖 ⊑B♯ 𝑝2,𝑖 when 𝑘1 ≤ 𝑘2 and 𝑢1 ≠ +∞. (T1) The relation
⊑V♯

B
is an order relation on V♯

B . (Full case analysis in the
appendix.)

Join. The join is component-wise: 𝐿1⊔Itv0 𝐿2 on length in-
tervals, p1⊔B♯∗ p2 on known content, 𝑠1⊔B♯ 𝑠2 on summaries,
and 𝑎1 ⊔𝐴𝑡𝑡𝑟 ♯ 𝑎2 on attributes. The content join p1 ⊔B♯∗ p2

def
=

⟨𝑝1,𝑖 ⊔B♯ 𝑝2,𝑖⟩𝑚𝑖=1 ⊕ tail with𝑚 =min(𝑘1, 𝑘2), where tail joins
the excess positions of the longer sequence with the shorter’s
summary. The attribute join is 𝑎1 ⊔𝐴𝑡𝑡𝑟 ♯ 𝑎2 = (MustHave1 ∩
MustHave2,MayHave1 ∪MayHave2). (Full case analysis of
tail in the appendix.)

Meet. Let 𝑢′ denote the largest index whose pointwise
meet is non-⊥B♯ (using summaries beyond the known con-
tent). We distinguish three cases. If the lower bounds conflict
(max(𝑙1, 𝑙2) > 𝑢′), the meet is ⊥V♯

B
. If both vectors have in-

finite length and a non-⊥B♯ summary meet, the result is
also infinite. Otherwise, the result is finite. The known con-
tent p′ = ⟨𝑝′𝑖 ⟩𝑢

′
𝑖=1 is built positionwise: 𝑝′𝑖 = 𝑝′1,𝑖 ⊓B♯ 𝑝′2,𝑖

where 𝑝′𝑗,𝑖 uses the actual known value or the summary be-
yond the known length. The attribute meet is 𝑎1 ⊓𝐴𝑡𝑡𝑟 ♯ 𝑎2 =

(MustHave1 ∪MustHave2,MayHave1 ∩MayHave2) when
valid, otherwise ⊥𝐴𝑡𝑡𝑟 ♯ .

Widening. 𝜈1∇V♯

B
𝜈2

def
= ( [𝑙 ′, 𝑢′], p′, 𝑠′, 𝑎1⊔𝐴𝑡𝑡𝑟 ♯ 𝑎2) where

[𝑙 ′, 𝑢′] = 𝐿1∇Itv0𝐿2. The content p′ extends to max(𝑘1, 𝑘2)
when the widened length is finite or both 𝑢1 and 𝑢2 are
finite. Otherwise, it truncates at min(𝑘1, 𝑘2) positions (value-
widened pairwise through ∇B♯ ). The summary 𝑠′ = ⊥B♯

when 𝑢′ ≠ +∞. Otherwise, it is the value-widening of 𝑠1
with the join of 𝑠2 and all content positions beyond the com-
mon length. (T2) ∇V♯

B
is well-founded: it is an upper-bound

operator and ensures termination of widening sequences.
(Full case analysis in the appendix.)

Concretization. The analysis is concretization-based: it
relies solely on the concretization 𝛾V♯

B
, since no vector-level

best abstraction exists. Only the element-level abstraction
𝛼B♯ of Section 3.1 is assumed, with per-element soundness.

𝛾V♯

B

(
[𝑙, 𝑢], p, 𝑠, 𝑎

) def
=


[𝑐1, . . . , 𝑐𝑛]𝐴

���������
𝑛 ∈ 𝛾Itv0 ( [𝑙, 𝑢]),
∀𝑖 ≤ min(𝑛, |p|) :𝑐𝑖 ∈𝛾B♯ (𝑝𝑖 ),
∀𝑗 > |p| :𝑐 𝑗 ∈𝛾B♯ (𝑠)
𝐴 ∈ 𝛾

𝐴𝑡𝑡𝑟♯
(𝑎)


where 𝛾𝐴𝑡𝑡𝑟 ♯ (⊥𝐴𝑡𝑡𝑟 ♯ ) = ∅, and 𝛾𝐴𝑡𝑡𝑟 ♯ (MustHave,MayHave)
= {𝐴 ⊆ 𝐴𝑡𝑡𝑟 | MustHave ⊆ 𝐴 ⊆ MayHave}. (T3) Given a
meet-preserving concretization𝛾B♯ of the value domain,𝛾V♯

B
is meet-preserving: 𝛾V♯

B
(𝜈1 ⊓V♯

B
𝜈2) = 𝛾V♯

B
(𝜈1) ∩ 𝛾V♯

B
(𝜈2).

3.4 Abstract Semantics
All operations defined below assume input vectors have no
attributes (𝑎 = AttrEmpty). If a non-AttrEmpty attribute
component is encountered, the result is conservatively set
to ⊤V♯

B
. Abstract states are E♯ : Var ⇀ V♯

B and the abstract

expression semantics has signature EJEK♯: E♯ → E♯ ×V♯

B .
The core rules are summarized in Table 2.

Table 2. Abstract semantics of 𝜇𝑅 expressions.

EJEK♯: E♯ → E♯ ×V♯

B where a ∈ Atm, e ∈ E

EJaK♯𝜌 def
=


(𝜌, 𝜌 (a)) if a ∈ Var
(𝜌, ( [1, 1], 𝛼B♯ (𝑎),⊥B♯ ,AttrEmpty)) if a literal
(𝜌, ( [0, 0], 𝜀,⊥B♯ ,AttrEmpty)) if a ≡ NULL

EJ-eK♯𝜌 def
= (𝜌 ′, (𝑖, ⟨−♯𝑐1 . . .−♯𝑐𝑛⟩,−♯𝑠,AttrEmpty))

where (𝜌 ′, (𝑖, ⟨𝑐1 . . . 𝑐𝑛⟩, 𝑠,AttrEmpty)) = EJeK♯𝜌

EJ!eK♯𝜌 def
= (𝜌 ′, (𝑖, ⟨ToBool♯B♯ (𝑐1) . . . ToBool

♯

B♯ (𝑐𝑛)⟩,

ToBool
♯

B♯ (𝑠),AttrEmpty))

where (𝜌 ′, (𝑖, ⟨𝑐1 . . . 𝑐𝑛⟩, 𝑠,AttrEmpty)) = EJeK♯𝜌

EJe1 ⋄ e2K
♯
𝜌

def
= (𝜌2, (𝐿′, ⟨𝑝1,1⋄♯B♯

𝑝2,1 . . . ⟩, 𝑠′1⋄
♯

B♯
𝑠′2, AttrEmpty))

where (𝜌1, 𝜈1) = EJe1K
♯
𝜌, (𝜌2, 𝜈2) = EJe2K

♯
𝜌1,

(𝜈 ′1, 𝜈 ′2) = Recycle♯ (𝜈1, 𝜈2)

EJc()K♯𝜌 def
= (𝜌, ( [0, 0], 𝜀,⊥B♯ ,AttrEmpty))

EJc(e1, . . . ,en)K
♯
𝜌0

def
= (𝜌𝑛, 𝜈1⊕♯ · · · ⊕♯𝜈𝑛)

Continued on next page
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Table 2. Abstract semantics of 𝜇𝑅 expressions. (Cont.)

where (𝜌𝑖 , 𝜈𝑖 ) = EJeiK
♯
𝜌𝑖−1

Unary and binary operators (−♯, ⋄♯B♯
, etc.) are delegated

to the underlying scalar domain.

Abstract concatenation ⊕♯. Let 𝜈1 = ( [𝑙1, 𝑢1], p1, 𝑠1, 𝑎1)
and 𝜈2 = ( [𝑙2, 𝑢2], p2, 𝑠2, 𝑎2). When 𝑢1 ≠ +∞, the result is
finite: 𝐿 = [𝑙1 + 𝑙2, 𝑢1 + 𝑢2], p′ = p1 ⊕ p2, 𝑠 = ⊥B♯ , and
𝑎 = 𝑎1 ⊔𝐴𝑡𝑡𝑟 ♯ 𝑎2, with each position 𝑖 ∈ [𝑢1 + 1, 𝑢1 + 𝑘2]
join-propagated backward over the uncertain gap [𝑙1 + 1, 𝑢1].
When 𝑢1 = +∞, the result is infinite: 𝐿 = [𝑙1 + 𝑙2,+∞],
p = ⟨𝑝1,1 . . . 𝑝1,𝑙1⟩, 𝑠 = 𝑠1 ⊔B♯ SquashExcept(𝜈1, [1, 𝑙1]) ⊔B♯

Squash(𝜈2). (Full case analysis in the appendix.)

3.5 Recycling Abstraction

Recycle♯ : V♯

B × V♯

B → V♯

B × V♯

B abstracts the concrete
Recycle. Given 𝜈1 = ( [𝑙1, 𝑢1], ⟨𝑝1,1 . . . 𝑝1,𝑚⟩, 𝑠1, 𝑎1) and 𝜈2 =

( [𝑙2, 𝑢2], ⟨𝑝2,1 . . . 𝑝2,𝑛⟩, 𝑠2, 𝑎2), let [𝑙 ′, 𝑢′] = [max(𝑙1, 𝑙2),max(𝑢1,
𝑢2)]. The result is:

Recycle♯ (𝜈1, 𝜈2)
def
=

©­­­­­­«

(
[𝑙 ′, 𝑢′],

max(𝑚,𝑛)⊔
𝑑=𝑙 ′

𝜌
♯

𝑓
(p1, 𝑠1, 𝑙1, 𝑑), 𝑠′1, 𝑎1

)
,(

[𝑙 ′, 𝑢′],
max(𝑚,𝑛)⊔

𝑑=𝑙 ′

𝜌
♯

𝑓
(p2, 𝑠2, 𝑙2, 𝑑), 𝑠′2, 𝑎2

)ª®®®®®®¬
where the summary updates to 𝑠′𝑖 = 𝑠𝑖 when 𝑢

′ ≠ +∞, and
𝑠′𝑖 = 𝑠𝑖 ⊔B♯

⊔ |p𝑖 |
𝑗=1 𝑝𝑖, 𝑗 otherwise, capturing all values that may

appear at unknown positions. The helper 𝜌♯
𝑓
cycles known

content over all possible recycled lengths [𝑙 ′,max(𝑚,𝑛)],
joining the results. Internally it uses 𝜌♯𝑐 , which repeats the
first 𝑖 elements to reach a target length (mirroring the con-
crete 𝜌𝑐 ). (T4) Recycle♯ is a sound abstraction of Recycle: for
all 𝑥 ∈ 𝛾V♯

B
(𝜈1) and 𝑦 ∈ 𝛾V♯

B
(𝜈2), Recycle(𝑥,𝑦) ∈ 𝛾V♯

B
(𝜈 ′1) ×

𝛾V♯

B
(𝜈 ′2) where (𝜈 ′1, 𝜈 ′2) = Recycle♯ (𝜈1, 𝜈2).

3.6 Helper Functions
The selection and update abstractions rely on a small set of
utilities (cardinality and enumerability tests on length inter-
vals, content squashing, zero-index adjustment, and value
propagation through positions), along with the recycling
helpers 𝜌♯

𝑓
and 𝜌♯𝑐 introduced above.

3.7 Selection Abstraction
The function Select♯ : V♯

B ×V♯

Itv → V♯

B abstracts the con-
crete Select. Since R does not permit mixed positive/negative
indices, we apply abstract filtering [3]: p+2 retains positions
whose concretization is a subset of Z≥0 ∪ {NA}; p−2 retains
positions whose concretization is a subset of Z≤0. Letting 𝜈+2

and 𝜈−2 be the filtered selectors:

Select♯ (𝜈1, 𝜈2) = Select♯pos (𝜈1, 𝜈+2 ) ⊔V♯

B
Select♯neg (𝜈1, 𝜈−2 ).

The empty selector returns the source unchanged.

Positive selection. Abstract element access𝜈∗
♯
( 𝑗) retrieves

the value at position 𝑗 , joining with 𝛼B♯ (NA) when the po-
sition is definitely out of bounds.
If the selector is finite (𝑢′2 ≠ +∞): for each enumerable

position we extract 𝜈1∗♯ ( 𝑗) joined over all 𝑗 ∈ 𝛾Itv (𝑝2,𝑖 ) \
{0}; non-enumerable positions are summarized into a single
joined value. The summary component of the result is ⊥B♯ .
If the selector is infinite (𝑢′2 = +∞): we proceed similarly,

but the result summary captures the joined content of all po-
sitions beyond the known content. (T5) Select♯pos is a sound
abstraction of the concrete positive selection.

Negative selection. We identify three sets of positions:
MustDeleted (definitely excluded), MayDeleted (possibly
excluded, including positions the selector’s summary may
cover), andMustNotDeleted (definitely kept). The result dis-
tinguishes three cases based on the adjusted selector: (1) at
least one non-enumerable position: the retained content is
summarized; (2) infinite selector with all enumerable posi-
tions: the result preserves precise position tracking using
MustDeleted andMayDeleted counts; (3) finite selector with
all enumerable: similar to case (2) but MayDeleted excludes
contributions from the selector’s summary.

Logical selection. A Boolean mask is recycled to match
the source length. Each output position is determined by the
concretization of the corresponding mask element. Definite-
true positions select the element, and possibly-true posi-
tions also join with 𝛼B♯ (NA). Definite-NA positions yield
𝛼B♯ (NA), and definite-false positions are skipped. If the se-
lector is finite, the result is bounded. If it is infinite, the result
summary captures values from positions beyond the recycled
mask. (Full case analysis in the appendix.)

3.8 Update Abstraction

The functionUpdate♯ : V♯

B×V
♯

Itv×V
♯

B → V♯

B abstracts the
concrete Update. As in the selection case, we apply abstract
filtering to separate positive and negative indices, yielding
p+2 and p−2 , and:

Update♯ (𝜈1, 𝜈2, 𝜈3) = Update♯pos (𝜈1, 𝜈+2 , 𝜈3)

⊔V♯

B
Update♯neg (𝜈1, 𝜈−2 , 𝜈3).

The empty selector updates all positions: we construct a
selector 𝑣 ′2 = ( [𝑙1, 𝑢1], ⟨[1, 1] [2, 2] . . . [𝑢1, 𝑢1]⟩, 𝑠1, 𝑎1) and re-
duce to Update♯pos.

Positive update. Three cases based on selector length
and enumerability. (1) Non-enumerable positions: collapse to
( [𝑙1,+∞], ⟨𝑣all . . . 𝑣all⟩, 𝑣all, 𝑎1) where 𝑣all = Squash(𝜈1) ⊔B♯
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Table 3. Representative test cases from the evaluation corpus.
The symbol * denotes a statically unknown value (⊤V♯

Itv
).

Code Snippet Description

r <- if (*) {

c(1, NA, 3)

} else {

c(0, NA, 5, NA)

}

Creation - Conditional vector construction.
𝑟 :

(
[3, 4], ⟨ [0, 1] 𝛼Itv (NA) [3, 5] 𝛼Itv (NA) ⟩

)
v <- 1

if (*) {

v <- c(1, 2, 3)

} else {

v <- c(0, 1)

}

r <- v + c(9, 10, 11)

Recycling - Vector addition
with uncertain branching.
𝑟 :

(
[3, 3], ⟨ [9, 10] [11, 12] [11, 14] ⟩

)

v <- c(1, 2, 3, 4, 5)

r <- v[c(1, 3)]
Select - Vector subset with multiple indices.
𝑟 :

(
[2, 2], ⟨ [1, 1] [3, 3] ⟩

)
r <- c(1, 2, 3, 4, 5)

r[10] <- 42
Update - Vector assignment out of bounds.
𝑟 :

(
[10, 10], ⟨ [1, 1] . . . [5, 5]

𝛼Itv (NA) . . . 𝛼Itv (NA), [42, 42] ⟩
)

v <- *

s <- c(1,2,3)

x <- s[v]

y <- x[c(1,2)]

Uncertainty - Top source positive finite selec-
tor.
𝑥 :

(
[0,+∞], ⟨ ⟩, [1, 3]⊔Itv𝛼Itv (NA)

)
𝑦 :

(
[2, 2], ⟨ [1, 3] ⊔Itv 𝛼Itv (NA)

[1, 3] ⊔Itv 𝛼Itv (NA) ⟩,⊥Itv
)

x <- c(1, 2, 3)

i <- 1

while(*) {

x <- c(x, i)

i <- i + 1

}

r <- x

Loop with growing vector triggers widening.
𝑟 :

(
[3,+∞], ⟨ [1, 1] [2, 2] [3, 3] ⟩,

[1,+∞]⊔Itv𝛼Itv (NA)
)

Squash(𝜈3). (2) Infinite selector with enumerable positions:
extend source with 𝛼B♯ (NA) as needed, apply positionwise
strong/weak updates, and set an infinite summary. (3) Finite
selector with enumerable positions: similar, but with finite
result bounds.

Negative update. Reduces to positive update via a con-
structed selector 𝜈𝑠 that encodes the complement of the ex-
cluded positions. (Full construction in the appendix.)

Logical update. The mask is recycled to match the source
length. Depending on whether the mask is definitely true,
possibly true, or definitely false, a strong update, a weak up-
date, or no update is applied per position. (Full case analysis
in the appendix.)

3.9 Other Operations
Type coercion. As in the concrete semantics (Section 2.2),

heterogeneous abstract vectors are implicitly coerced to their
least upper bound type before evaluation. In our interval
instantiation, False maps to [0, 0] and True to [1, 1]. Type

information is preserved implicitly by the analysis context,
allowing us to distinguish logical from numeric operations
without explicitly tracking types in the abstract domain.

Attributes. setAttr♯ (𝜈, 𝑎) = (𝐿, p, 𝑠, 𝑎) if 𝑎 = AttrEmpty,
otherwise⊤V♯

B
. Special attributes such as class and dim can

redirect an operation to a different S3 method or indexing
scheme [18], so none of the attribute-free rules above remain
sound once one is present, making a fallback to ⊤V♯

B
the

only sound choice. Purely descriptive attributes like names,
however, do not change an operation’s outcome and need
not trigger this fallback; separating them precisely would
require modeling R’s dynamic dispatch, which we leave to
future work.

4 Evaluation
We implement our abstract domain on top of flowR [17] and
instantiate it with intervals as DV♯

Itv
. This proof-of-concept

demonstrates feasibility and correctness: since no existing
approach formalizes R’s full vector semantics [1, 7], we argue
correctness from our concrete semantics (Section 2) and
systematic comparison against the R interpreter. Each test
pairs a small R snippet with an expected abstract value; we
verify correctness by comparing computed lengths, contents,
and types against the expected ones, and by executing the R
code to confirm sound over-approximation.
Our suite covers six categories of vector operations to-

taling 61 test cases,1 spanning the core vector semantics;
Table 3 presents a representative test for each. Creation (14
tests) spans construction from scalars, literals, concatenation,
and conditional branches. The representative test highlights
a join at a control-flow merge point, where branches pro-
duce vectors of different lengths withNA values. Recycling (9
tests) exercises element-wise arithmetic with scalar and vec-
tor recycling, mismatched lengths, and NA propagation. The
representative test adds a length-3 vector to one of length 2
across an uncertain branch. Select (12 tests) targets positive,
negative, and Boolean indices, out-of-bounds access, and NA
selectors. The representative test performs positional selec-
tion with concrete indices. Update (12 tests) covers subset as-
signment, negative-index deletion, out-of-bounds extension,
and conditional updates. The representative test extends a
vector by assigning beyond its length, filling the interme-
diate positions with NA. Uncertainty (8 tests) addresses un-
bounded vectors arising from abstract interpretation. When
selecting from a ⊤ source, the summary field preserves the
value range even though no positions can be tracked, let-
ting subsequent operations recover precision, as the 𝑦 result
in Table 3 demonstrates. Loop (6 tests) focuses on fixpoint
computation and widening. The representative test triggers
widening on a while loop with a growing vector, soundly

1Test files and implementation available at https://github.com/
manueldiagostino/flowr.
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over-approximating the length as [3,+∞] while preserving
known positions. One structural cost is worth noting: out-
of-bounds updates materialize intermediate positions as NA,
so r[10] <- 42 on a length-5 vector extends the known
content to ten positions, four of them 𝛼Itv (NA) (Table 3,
Update row); in general, an index-𝑖 out-of-bounds update
materializes 𝑖 positions. This growth is bounded inside loops,
where widening folds excess positions into the summary
once the length becomes unbounded (see the appendix); out-
side a loop, however, the result length is governed by the
largest concrete index assigned.

5 Conclusion
In this work, we presented a parametric abstract domain
for R vectors together with a core calculus 𝜇𝑅. Our abstract
domain combines the length, a precise sequence for known
positions, a summary for unbounded positions, and an at-
tribute abstraction. We implement a proof-of-concept on
top of flowR and evaluate it on a suite of 61 handcrafted
test programs that systematically cover the vector features
formalized in this paper, showing that the abstraction is
sound and precise enough to be useful in practice. Because
the domain is parametric in the element abstraction and
layers directly onto an existing control-flow graph such as
flowR’s, it can be adopted by other static analyses for R with
comparatively little engineering effort.

Future work includes several directions. We plan to extend
𝜇𝑅 and the abstract domain to cover more of R’s semantics,
enabling analysis of a wider range of programs, and to model
R’s method dispatch systems such as S3 precisely, rather
than over-approximating their consequences (Section 2). We
also intend to support other vector-derived data structures
while preserving shape information. Moreover, our analysis
is currently non-relational: it tracks each vector’s length in-
dependently and cannot relate the lengths of two operands,
over-approximating recycling when operands of related but
different lengths are aligned; such length relations could be
recovered by a reduced product with a relational length do-
main. Finally, extending the soundness proofs to the remain-
ing operators, which we currently validate only empirically,
is left to future work.
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